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Objective Metrics for AI Assurance
Motivation: Humans and machines learn differently. How can 
they be compared so AI performance can be effectively 
evaluated? How can they be combined to yield optimal learning 
and reasoning?
Goal: Develop a research framework to study AI in parallel with 
human intelligence (HI). Assess different dimensions or aspects of 
intelligence in humans and in AI.
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Approach: Game of Hidden Rules (GOHR)
• Board-clearing game.
• Each board has a different hidden rule, to be discovered 

by trial and error.
• Hidden rules can encode concepts or combination of 

concepts, of varying difficulty.
• Measures the ability to learn elementary concepts, 

combine them, and extrapolate to new situationsVladimir Menkov
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Objective Metrics for AI Assurance

• Series of experiments with human subjects and AI 
(reinforcement learning models)

• Measure of performance: when is the rule mastered? 
(directly comparable on the same task).

• Human rule learning used as a baseline to (a) improve 
ML, and (b) optimize machine assistance in human 
cognition

EXPERIMENTS
• Single-Player: HI, AI
• Collaboration:

HI with HI, HI with AI
• Competition:

HI vs HI, HI vs AI, AI+HI vs HI

• Early results indicate that humans more easily 
find certain rules, but ML lacks such “priors”

• Transfer effects act differently in AI / HI
• Previous LLM models could not solve the task, 

but recent models perform much better
• What are the dimensions of “discovery” for AI 

systems?




